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Abstract1

This paper presents a formal framework for modeling
belief revision in cognitive agents, to integrate realistic
epistemic dynamics in agent-based social simulation.
Special emphasis is given to individual variation in MAS:
agents are allowed to change their beliefs according to
different cognitive styles, and such individual distinctions
are captured and specified by the model. Although the
framework is still theoretical and not yet implemented, the
basic assumptions of the model are clearly stated and
discussed, while several formal insights are given
concerning both specific and general features of belief
revision. Section 1 provides an introduction to belief
revision in MAS; some cognitive requirements for belief
revision are stated in 2; an outline of the model is given in
3; section 4 discusses the formal treatment of individual
variation in belief revision, and some examples are given;
section 5 summarizes the conclusions, pointing at future
developments in this line of work.

1. Belief revision and MAS

Belief revision is concerned with the way in which
people change their minds – more precisely, how they
change their beliefs, i.e. the set of internal representations
they consider as reliable for further reasoning and direct
action in the environment. The formal treatment of belief
revision was pioneered in the 80s by the AGM
framework, an idealistic model of rational belief change
[1, 13]. Following this seminal work, further refinements
and alternatives were proposed and contrasted to the
AGM model, usually to the purpose of making the formal
theory more realistic and computationally manageable [7,
10, 15]: some of these approaches were also explicitly
addressed to belief revision in multi agent systems [8, 9,
11, 12]. However, in spite of the wide interest aroused by
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this topic, relatively small attention has been given to the
comparison between formal models of belief revision and
cognitive features of epistemic change in human agents.
This paper is devoted to investigate such comparison and
its consequences on formal and computational approaches
to belief revision in multi agent systems.

I will introduce and discuss some necessary features of
a model of belief revision designed to support social
simulation in a multi agent setting. Belief revision will be
required to be (1) consistent with the cognitive desiderata
of social interaction, and (2) suited for multi agent
implementation. In this line of work, multi agent
techniques are primarily viewed as a tool for studying
social phenomena via artificial simulations [6]. Artificial
agents are expected to fulfill some minimal requirements
of ‘cognitive realism’, depending on the aims of the
model. Therefore, the original idealistic approach to belief
revision has to be confronted with, and possibly corrected
by, the relevant features which characterize belief change
in cognitive agents [2, 11, 12, 16].

I will mainly focus on the need for allowing individual
variation in belief revision strategies: i.e., different agents
should be allowed to change their beliefs according to
different strategies, reflecting their personal inclinations
and priorities. I will show how such inclinations and
priorities can be formally modeled, in order both to
represent different cognitive types, and to provide the
necessary framework for studying evolutionary dynamics
in belief revision.

While standard models of belief change reduce
individual variation to the effect of an epistemic ordering
over the outcome of revision [1, 13], my approach differs
in the emphasis given to the cognitive features involved in
epistemic processing. In a cognitive perspective, we are
not only interested in modeling different outcomes of
belief change, but also in describing the underlying
dynamics which determined such differences. In other
words, we want to know, and express in our model, why
and how different orderings come to be in different agents.
This leads to an explicit treatment of the agent’s ‘reasons
to believe’ [4], i.e. the internal features which determine



whether a piece of information is believed or not, how
much it is believed, and whether and when it is to be
accepted, revised or rejected. This approach is similar to
the truth maintenance systems developed in AI, usually
referred as the foundations theories of belief revision [7].

This paper is organized as follows: chapter 2 provides
a short overview of the cognitive requirements for belief
revision in agent based social simulation, with a special
emphasis on issues of individual variation in 2.1. The
resulting cognitive model of belief revision is outlined in
3, and some of its specific aspects shortly discussed: the
distinction between data and beliefs, and the resulting
two-layered dynamic of the revision process (cf. 3.1), the
nature and function of belief selection (cf. 3.2), the
processes of information update and data assessment (cf.
3.3), the distinction between external and internal belief
revision (cf. 3.4). More detailed remarks on the general
architecture are put forward in 4, with special reference to
the distinction between principles (universal and
structural) and parameters (individual and operational)
envisioned in the model. The effects of parameters in
assessing individual variation over belief revision
strategies are discussed in detail in 4.1-4.5. Finally,
provisional conclusions and future works are shortly
summarized in 5.

2. Cognitive requirements for belief revision

The underlying assumptions of the model are here
shortly discussed.  For a more exhaustive review of these
cognitive features of belief revision, and a broad
comparison with the existing formal models, see [14].

2.1. Intra- and inter-individual variation

Individual variation in belief revision reflects the fact
that different agents can change their belief sets according
to different strategies (inter-individual variation), and
even the same agent might apply different strategies of
belief revision in different contexts for different purposes
at different times (intra-individual variation). Both cases
of individual variation are self-evident phenomena in
human agents: in this paper I will focus mainly on the
former (inter-individual variation), discussing how the
same formal model can specify different belief revision
strategies for different agents (cf. 4).

Why individual variation should be given such an
importance in multi agent settings for social simulation?
There are two main reasons. First, to understand high-
level social interaction via artificial simulation, a
population of undifferentiated agents is not enough, since
many relevant social dynamics are built out of the
distinctions, rather than the similarities, between
individuals. Therefore, we need agents who share the
same basic cognitive architecture, but with as many
individual peculiarities as possible, and such peculiarities

must be specified and controlled by the formal model (cf.
4). Moreover, a computational treatment of individual
variation is needed to investigate evolutionary dynamics
in shaping belief revision strategies, e.g. applying genetic
algorithms over population of agents with randomized
internal settings (cf. 5).

2.2. Other cognitive desiderata

Individual variation is not the only concern in
developing a realistic model of belief revision. The
following requirements for modeling belief revision in
cognitive agents have been discussed in [14]:

1. a distinction between data and beliefs;
2. an account of data networks as a highly

structured domain;
3. a description of information update, both external

and internal, as a complex process;
4. a definition of data’s quality, and corresponding

degree of belief, depending on factual credibility,
epistemic importance, and pragmatic relevance;

5. a well-defined procedure of belief selection, to be
applied over data;

6. an account of gradual processes of belief
revision;

7. a multilayered approach to contradiction
management.

All these requirements are implicitly embedded in the
cognitive model of belief revision presented in 3, although
only few of them will be further discussed in this paper.

3. A cognitive  model of belief revision

Although this model of belief revision is currently
under construction, several features have already a well-
defined mathematical structure (cf. 3.1-3.4), and the basic
assumptions are clear. This line of work was initiated in
[4, 5], and it is discussed in greater detail in [14]. The
following sections are only meant to provide a short
outline of the model.

3.1. Data and beliefs: properties and interaction

Two basic epistemic categories, data and beliefs, are
put forward in this model, to account for the distinction
between pieces of information that are simply gathered
and stored by the agent (data), and pieces of information
that the agent considers reliable bases for further
reasoning and action (beliefs). Clearly, the latter are a
subset of the former: the agent might well be aware of a
datum that he does not believe (i.e. he does not consider
reliable enough); on the other hand, the agent should not
be forced to forget (i.e. to lose as a datum) a piece of
information which he temporarily rejects as a belief [5].
Moreover, a rejected piece of information retains very



definite epistemic properties (e.g. its own unreliability,
and the reasons for it), that will often be crucial in future
revisions: such properties should be encoded and
preserved by a formal model of belief change.

The distinction between data and beliefs is not new in
the literature [5, 8, 9], but it is usually by-passed in the
AGM approach, which deals only with beliefs, therefore
lacking any clear prediction concerning the status and
processing of rejected information.

The distinction between data and beliefs yields a
number of relevant consequences for the formal study of
epistemic dynamics: to start with, it leads to conceive
belief change as a two-steps process. Let us consider
external belief change (cf. 3.4), by way of example.
Whenever a new piece of evidence is acquired, either
through perception or communication, it affects directly
the agent’s data structure, and only indirectly his belief
set. More precisely, the effects (if any) of the new datum
on the agent’s beliefs depend (1) on its effects on the other
data, and (2) on the process of belief selection applied by
the agent over such data (cf. 3.2).

In general, data are selected as beliefs on the basis of
their properties, i.e. the possible cognitive reasons to
believe such data. Following [4, 14], this model accounts
for three distinct properties of data:

I. credibility: a measure of the number and values
of all supporting data, contrasted to the number
and values of all conflicting data, down to
external and internal sources (cf. 3.3 and 3.4);

II. i m p o r t a n c e : a measure of the epistemic
connectivity of the datum, i.e. the number and
values of the data that the agent will have to
revise, whenever he would revise that single one;

III. relevance: a measure of the pragmatic utility of
the datum, i.e. the number and values of the
(pursued) goals that depends on that datum.

The assessment of these properties (i.e. how they are
calculated in the formal model) is discussed in 3.3.
However, it is clear that such properties basically depend
on the structural relations between data. In this model
data bases are highly structured domains, better conceived
as networks.

The agent’s beliefs emerge from his data base as an
effect of the selection process (cf. 3.2). Beliefs are
characterized by a single numerical index, assessing their

overall strength, and reflecting their implicit ordering. The
strength of a certain belief is not the result of its relations
with other beliefs (although it is the indirect result of the
relations in the data network): instead, it is determined by
the selection process from the values of credibility,
importance, and relevance of the corresponding datum. As
a consequence, beliefs in this model are organized in
ordered sets, rather than networks. Inferential processes
are performed by the agent only at the level of beliefs,
applying a given set of reasoning axioms (cf. 3.4 and 4.5).

On the whole, the very basic distinction between data
and beliefs yields a fairly rich picture of epistemic
dynamics, shortly summarized in Table 1. From a
computational viewpoint, such distinction opens the way
for blended approaches to implementation: data structures
present remarkable similarities with both Bayesian
networks [11] and neural networks [3], while belief sets
are a well-known hallmark of AGM-style belief revision
[1, 13]. The resulting  models will be able to exploit the
expressive power of several distinct formalisms. Besides,
such a difference in the formal treatment of data and
beliefs mirrors the epistemic processing of human agents:
information update and data assessment are widely
acknowledged as automatic and unintentional dynamics,
better represented and specified by highly distributed
computational systems (e.g. neural networks); on the other
hand, the inferential processing of beliefs is usually a fully
deliberate task, best suited for logical representation  (e.g.
defining a set of axioms to be applied over propositions).

Data and beliefs are conceived as different stages in
the processing of internal epistemic states, to be matched
in the agent architecture by distinct modes of
representation and different operational properties. Future
development of the model (cf. 5) will specify more fine-
grained stages in belief processing, providing us with a
richer (and yet fully formal) picture of epistemic dynamics
in cognitive agents.

3.2. Belief selection

Once the informational values of the available data are
assessed (cf. 3.3), a selection over such data is performed,
to determine the subset of reliable information (i.e.
beliefs) and their degree of strength. Every time new
information is gathered by the agent, modifying his data

Basic properties Organization principle Internal dynamics Interaction principle

DATA Credibility,
importance, relevance Networks

Node update, link
update, spreading
mechanisms (cf. 3.4)

Belief selection
(from data to beliefs;
cf. 3.2)

BELIEFS Strength Ordered sets
Inferential processes
via reasoning axioms
(cf. 3.3)

Feedback mapping
(from beliefs to data;
cf. 3.3)

Table 1. Data and beliefs: an overview



network, the belief selection takes place anew, possibly
(but not necessarily) changing the agent’s belief set.

This process of belief selection regulates the
interaction from data to beliefs, determining (1) what data
are to be believed, given the current informational state,
and (2) which degree of strength is to be assigned to each
of them. The outcome of belief selection is determined by
the informational values of the candidate data (credibility,
importance, relevance) and by the specific nature of the
agent’s selection process (cf. 4.4).

In this model, the agent’s belief selection is
represented by a mathematical system, including a
condition C, a threshold k, and a function F. Condition
and threshold together express the minimal informational
requirements for a datum to be selected as belief. The
function assigns a value of strength to the accepted
beliefs. Both condition C and function F are mathematical
functions with credibility and/or importance and/or
relevance as their arguments, but they do not need to be
identical. Given a datum f , we define cf, i f, rf as,
respectively, its credibility, importance, and relevance. Let
B  represents the set of the agent’s beliefs, and Bsf
represents the belief f with strength s. The general form of
the selection process will then be the following:

if C(cf, if, rf) ≤ k then Bsf œ B
if C(cf, if, rf) > k then Bsf Œ B with sf = F(cf, if, rf)

The specific form assigned to the selection process is
an individual parameter, i.e. it is allowed to vary in
different agents. Concrete examples of belief selection are
given in 4.4.

From a cognitive viewpoint, this selection is not
properly a ‘choice’, but rather an unintentional and
automatic process, emerging from the systematic
application of one (or more) selection policies. Deviations
from rational selection (e.g. self-deception or pathological
denial) can also be represented as the systematic results of
a misleading selection process (e.g. one that
overemphasizes relevance over credibility).

3.3. Information update and data assessment

Belief revision is usually (but not always; cf. 3.4)
triggered by information update: the agent receives a new
piece of information, rearranges his data structure
accordingly, and possibly changes his set of beliefs,
depending on the belief selection process. Information
update specifies the way in which new evidences are
integrated in the agent’s data structure.

Data structures are conceived as networks of nodes
(data), linked together by characteristic relations. For the
purposes of the present discussion, it will suffice to define
three different types of data relations: support, contrast,
and union.

I. Support: f supports y (in symbols, f fi y) iff cy

µ  cf, i.e. the credibility of y  is directly
proportional to the credibility of f.

II. Contrast: f contrasts y (in symbols, f ̂  y) iff cy

µ  1/cf, i.e. the credibility of y  is conversely
proportional to the credibility of f.

III. Union: f and y are united, or jointed (in symbols,
f &  y) iff cf and cy jointly (and not separately)
determine the credibility of another datum g.

Following [5], new external information generates not
only a datum concerning its content, but also data
concerning source attribution and source reliability, and
the structural relations among all these data. More
precisely, information update brings together:

I. a datum concerning the content (object datum, O-
datum);

II. a datum identifying the source of the information
(source datum, S-datum);

III. a datum concerning the reliability of the source
(reliability datum, R-datum).

These data are related in the sense that the credibility
of the new information depends on the jointed credibility
of the other two data: the union of the S-datum and the R-
datum supports the O-datum (Figure 1). Once an agent has
been told by x  that f  holds, how much will he be
convinced that f is actually the case? That depends on the
reliability the agent assigns to x, provided he is sure
enough that the source of f was indeed x.

Figure 1. Information update:
integrating new external data

In Figure 1, the environmental input is characterized
by a content f (e.g. the propositional meaning of the
input), a source x (e.g. another communicating agent), and
a noise n (affecting both the proper identification of the
source and the clear understanding of the content). More
sophisticated models (e.g. [11]) might take in account also
the degree of certainty over the content expressed by the
source, allowing agents to communicate valuable
information with different shades of confidence.

In data networks, nodes are linked together by
relations of support, contrast, and union. These relations
determine the informational properties of each node
(datum): factual credibility, epistemic importance, and
pragmatic relevance. Importance and relevance are further



discussed in [4, 14]. Here I will focus on the assessment of
credibility.

The credibility of a given datum depends on the
credibility of its supports, weighted against the credibility
of its contrasts [4, 11, 15]. Each agent must be equipped
with a specific algorithm to determine such value.
Although this algorithm is an individual parameter
(different agents can use different heuristics for data
assessment), it must obey to the general definition of
support and contrast relations. An example of credibility
algorithm is the following:

ca = (1 - ’m Œ Sa (1 - cm)) ¥ ’c Œ Ka (1 - cc)
with Sa = the set of all data supporting a

Ka = the set of all data contrasting a
Alternatives and further refinements of the credibility

algorithm are discussed in 4.1. It is worth mentioning that,
although it is convenient to range credibility in the close
interval [0, 1], this does not necessarily lead to
probabilistic accounts of epistemic dynamics [10]. In this
model probabilities are conceived as useful tools for
implementation (e.g. Bayesian networks), rather than a
general paradigm for the modeling of knowledge.

Support and contrast determine the credibility of one
relatum in terms of the credibility of the other. Union
takes in account the credibility of both relata at the same
time, in order to assess the credibility of a third datum –
either supported or contrasted. An example of this
dynamic is provided by information update (Figure 1): the
credibility of the O-datum depends on the credibility of
the union of the S-datum and the R-datum. Therefore, we
need to specify a union algorithm for each agent: i.e. a
procedure to assess the credibility of (f & y), given the
credibility of f and y. A simple example is the following:

cf & y = min(cf, cy)
The union algorithm, like the credibility algorithm, is

an individual parameter: examples of parametrical
variation in this algorithm are presented in 4.2, while their
connection with reasoning parameters is discussed in 4.5.

If we turn back to the process of information update,
now we have enough elements to provide a quantitative
description of it, and not only a qualitative one. The
credibility of the O-datum will depend on the credibility
of the union of the S-datum (here with c = 1, assuming
noiseless communication by hypothesis) and the R-datum,
weighted against the credibility of all contrasting
evidences (if any), according to the credibility algorithm
specified for that particular agent.  Only the issue of
reliability remains to be discussed: how is the agent
expected to assess the credibility of the R-datum, i.e. the
reliability of the information source?

Two cases are possible: either the agent already knows
the information source (i.e. he had already received in the
past information from that source), or he does not. In the
first case, the agent has already formed an estimation of
the source reliability, so the R-datum is not generated, but

just retrieved and matched with the new incoming
information. This reflects the basic intuition that reliability
assessment strongly depends on previous experience with
the information source [5, 11].

When the agent is confronted with a new source of
information, he can only takes a leap of faith (or gamble)
concerning the source reliability. This is a fundamental
process, since even the most familiar source must have
been utterly unknown to the agent, at some time in the
past. The procedure by which a new source x is assigned a
value of reliability (formally expressed by the credibility
assigned to the fact that x is reliable, in symbols crel(x)) is
an individual parameter, and its form depends on the
complexity of the agent’s internal architecture. In the most
straightforward case, the agent is simply equipped with a
default value for crel(x), which is indiscriminately assigned
to any new source of information (cf. 4.3).

3.4. External and internal belief revision

Belief revision is conceived as a two-steps process
involving data and beliefs, that can take place in both
directions: either a new data is acquired and, through
belief selection, produces some impact on the agent’s
belief set (external belief revision, EBR); or a new belief
is derived from previous knowledge, and its content is
mapped back in the data structure (internal belief revision,
IBR). Since EBR has been already discussed in 3.2 and
3.3, in this section I will focus on IBR.

We can think of IBR either as a secondary process (i.e.
new beliefs can be derived only when new data are
gathered, hence IBR takes place only as a consequence of
EBR), or as a truly endogenous dynamic, refusing
deductive closure to the agent’s belief set (in opposition to
[1, 13]). In fact, this model rejects the suggestion that
belief set should be deductively closed, since it is clearly
an idealistic assumption, unsuited for modeling resource-
bounded cognitive agents [2, 16].

EBR is characterized by information update, data
assessment, and belief selection (cf. 3.2 and 3.3).
Similarly, IBR is articulated in inferential processing and
data mapping. The former is ruled by reasoning axioms,
to be applied over the agent’s belief set; the latter keeps
track of the inferential process (both results and steps),
and ensures they are mapped back in the data structure.

The set of axioms governing the inferential process is
an individual parameter, since different agents are likely
to apply different rules of reasoning. However, a most
common axiom will be the following (here given in its
general form):

Bx(f Æ y) Æ (Byf Æ Bzy)
This is clearly a doxastic equivalent of the modal

axiom K, allowing the agent to apply modus ponens inside
the scope of the belief operator. However, the strength z of
the resulting belief Bzy is expected to depend on x and y,



i.e. the strength of the relevant premises. Some variants of
this axiom are discussed in 4.5.

Once new beliefs are generated via reasoning axioms,
not only they are mapped back in the data structure, but
also the epistemic relation with their premises is
preserved. The agent does not only store any new data, but
also their sources – both internal and external [5].

For instance, imagine the new belief Bzy   is derived
from the premises Byf and Bx(f Æ y). The corresponding
process of data mapping will create a new node y in the
data structure, and also a new relation (f & (f Æ y)) fi
y , as in Figure 2. The analogy with the process of
information update outlined in 3.3 is evident.

Figure 2. Data mapping: from beliefs to data

4. Principles and individual parameters

The model of belief revision presented in 3 is based on
a conceptual distinction between principles  and
parameters. Principles are general and qualitative in
nature, defining the common features which characterize
epistemic processing in every agent. Parameters, instead,
are individual and quantitative, specifying in which
fashion and measure each agent applies the universal
principles of belief revision. The cognitive and social
framework of the model is captured by its principles,
while individual variation is represented through
parametrical setting.

For instance, the overall two-steps dynamic of belief
revision is a universal principle, while the mathematical
nature of the selection process is an individual parameter.
Credibility assessment will always be positively affected
by supporting evidence and negatively affected by
contrasting data, but the credibility algorithm might vary
from one agent to another. All agents perform inferential
deduction at the level of beliefs, but the specific axioms
applied are a matter of individual variation. And so on.

In sections 4.1-4.5, examples of individual variation
are provided for all the parameters introduced in 3. Such
parameters are hence used to represent in the agent’s
internal structure two simple ‘cognitive types’ of belief
revision: the trustful optimistic vs. the suspicious skeptic
(cf. 4.6).

4.1. Credibility algorithms

In 3.3, the following credibility algorithm was
proposed:

ca = (1 - ’m Œ Sa (1 - cm)) ¥ ’c Œ Ka (1 - cc)
with Sa = the set of all data supporting a

Ka = the set of all data contrasting a
Clearly, different mathematical forms can be devised

to embed the same idea, defining a first level of
parametrical variation. Moreover, a quite different
approach might be proposed as well. Here the contrasting
data are taken in account directly at the level of the
supported information: as a result, the credibility of the
supporting data is not affected by the presence of
contrasting claims, and also the reverse is true. This
sounds quite short-sighted. Imagine a fi g, but b ^ g. Not
only a and b will affect the credibility of g, they should
also affect (negatively) the credibility of each other. This
is based on the fact that the couple {a fi g, b ^ g} has the
same functional properties of {a fi g, a ^ b}.

A slightly more sophisticated credibility algorithm will
acknowledge such fact, pushing down the evaluation of
contrast relations to the lowest possible level – actually,
reducing it to contrasts among conflicting sources [5].
Two credibility algorithms are devised, one for baseline
data , the other for supported data, with a distinction
between prior credibility (the credibility of a baseline
datum m, regardless any possible contrast; in symbols, prm)
and derived credibility (the result of weighting such prior
credibility against prior credibility of all contrasting
baseline data).

If m Œ S, then cm = prm ¥ ’c Œ Km (1 - prc)
with S = the set of all baseline data

Km = the set of all baseline data contrasting m
Hence, for all a œ S, ca = 1 - ’m Œ Sa (1 - cm)
with Sa = the set of all data supporting a

4.2. Union algorithms

The following union algorithms express different
shades of precaution in assessing the jointed credibility of
two data:

ca & b = ca ¥ cb

ca & b = min(ca, cb)
ca & b = m(ca, cb)

The first algorithm is the most prudent: since
credibility ranges in [0, 1], here we have that ca & b ≤
min(ca, cb). The reverse is true in the third algorithm,
where the credibility of the union is determined by the
arithmetical average between ca and cb: therefore ca & b ≥
min(ca, cb). The intermediate case is expressed by the
second algorithm. As I will discuss in 4.5, this plain-
looking parameter produces extensive effects not only on



data assessment, but also on the reasoning axioms applied
by the agent.

4.3. Reliability: default values for new sources

In this model, source reliability is formally expressed
by the credibility assigned to the R-datum rel(s). The most
straightforward procedure to assess the reliability of new
sources is to define a default value of crel(s), to be applied
whenever the agent is faced with information from a new
source (cf. 3.3). Such default value is a parameter, ranging
in [0, 1], which basically represents the agent’s confidence
in unfamiliar information sources. The most extreme
values can be regarded as expressing pathological
attitudes towards new sources: either a complete distrust
(default value near to 0) or a blindfold trust (default value
near to 1). More sensible agents will fall in between these
extremes, reflecting different shades of ‘trust in strangers’.

4.4. Parameters of belief selection

The mathematical treatment of belief selection
proposed in 3.2 defines three parameters of individual
variation: the condition C , the threshold k , and the
function F. Combining these factors, a remarkable variety
of belief selection strategies can be formally modeled.
Here three examples are given:

C: cf > k k: 0.5 F: cf

C: cf > k k: 0.6 F: (cf + if + rf) / 3
C: cf > k ¥ (1 - rf) k: 0.8 F: cf ¥ (if + rf)

All this parametrical settings assign to data credibility
the main role in determining belief selection, but they do
so in widely different ways. The first parametrical setting
expresses a thoroughly realistic attitude towards belief
selection, regardless of any considerations about
importance or relevance. At the same time, the minimal
threshold is set at a quite tolerant level of credibility (0.5).
The threshold is slightly higher in the second parametrical
setting, and the condition is identical: on the whole, this
reflects a more cautious acceptance of reliable data. But
once a datum is indeed accepted as belief, its strength is

now calculated taking in account also importance and
relevance, in contrast to the previous setting. The same
happens in the third parametrical setting, although along
different lines. Here the threshold is extremely high (0.8),
but the condition is influenced by relevance as well:
assuming that relevance ranges in the interval [0, 1], here
the minimal threshold over credibility is conversely
proportional to the relevance of the datum (e.g. it is 0.08
for a datum with relevance 0.9 vs. 0.72 for a datum with
relevance 0.1). That expresses a systematic bias towards
the acceptance of relevant data, in spite of their credibility.

4.5. Axioms as parameters: the case of KB

In 3.4 it was pointed out that a generalized form of the
modal axiom K   (let us call it K B) needs further
refinement, before being accepted as a parameter for
belief inferential processing. More precisely, the strength
of the consequence Bzy must systematically depends on
the strength of its two premises, namely B x(f Æ  y) and
Byf. Let us consider the following alternatives:

Bx(f Æ y) Æ (Byf Æ Bzy)
with z = x ¥ y
with z = min(x, y)
with z = m(x, y)

The resemblance with the union algorithms discussed
in 4.2 is not coincidental: in fact, the parametrical setting
of KB is causally determined by the setting of the union
algorithm. E.g. if we set such algorithm as ca & b = min(ca,
cb), then we are forced to set z = min(x, y), otherwise the
model will be inconsistent. This is a direct consequence of
the mutual interaction between data and beliefs. Whenever
a new belief is derived, e.g. applying KB, it is mapped
back in the data structure, together with the relation (f &
(f Æ y ) fi  y. Now cy depends on the credibility of the
union of its supports, according to the union algorithm
specified for that agent. In turn, cy is expected to
determine z in Bzy, through the function F in the belief
selection process. Therefore, strength evaluation in KB

must be consistent with union assessment among data.
This raises the fundamental issue of parametrical

SKEPTIC TRUSTFUL
Credibility algorithm If m Œ S, cm = prm ¥ ’c Œ Km (1 - prc)

If a œ S, ca = 1 - ’m Œ Sa (1 - cm)
with S = the set of all baseline data

ca = (1 - ’m Œ Sa (1 - cm)) ¥ ’c Œ Ka (1 - cc)
with Sa = the set of all data supporting a
Ka = the set of all data contrasting a

Union algorithm ca & b = ca ¥ cb ca & b = m(ca, cb)
Belief
selection:

condition C
threshold k
function F

C: cf > k
k: 0.5
F: cf

C: cf > k ¥ (1 - rf)
k: 0.8
F: cf ¥ (if + rf)

Rel(s): default value 0.2 0.5
KB axiom: strength eval.. z = x ¥ y z = m(x, y)

Table 2. Individual parameters and cognitive types



coherence: since the model is based on highly integrated
processing of data and beliefs, the setting of parameters at
each level must be partially reflected in the settings at the
other. Further refinements of the model (cf. 5) might even
support a purely qualitative axiomatization of the belief
set (without explicit reference to strength), considering
belief strength as a derived property, to be assessed
exclusively at the level of data.

4.6. Cognitive types via parameters: an example

Although the parameters presented in 4.1-4.5 capture
only a fraction of the intricacies of belief revision, they are
enough to provide an insight on the expressive power of
this framework. Table 2 summarizes how these
parameters represent individual variation over belief
revision in artificial agents, and how they can be
combined to specify a consistent architecture for specific
‘cognitive types’: in this example, a suspicious, skeptical
agent vs. a more trustful, easy-going fellow.

5. Conclusions and future work

Most of this work relies on a basic conceptual
assumption: belief revision should be studied not as an
isolated, idealistic domain, but as an effect of the general
epistemic processing in cognitive agents [15]. Hence the
crucial distinction between data and beliefs, and the
description of belief revision as a two-steps process. This
framework will be refined in future works, investigating
more fine-grained stages in belief processing. For
instance, the notion of limited focus [2, 16] will be applied
to both data and beliefs, distinguishing four functional
types of epistemic state: stored data, candidate data (for
belief selection), accepted beliefs, processed beliefs. This
will provide us with a richer formal picture of epistemic
dynamics in cognitive agents. Moreover, epistemic
processing is here treated as an integrated feature of the
general agent architecture, and systematic relations with
other modules (e.g. communication and perception in
external belief revision, planning in relevance assessment)
are embedded in the formal treatment of belief change.

This work emphasizes the need for cognitive-oriented
models of belief revision [2, 11, 12], to the purpose of
agent based social simulation [6]. The general outline of
the principles-parameters architecture was discussed,
assessing its efficiency in dealing with inter-individual
variation in belief revision. Future works will be devoted
to investigate intra-individual variation as well, providing
each agent with a range of belief revision parameters and
with a context-dependent procedure for parameters
selection. The computational treatment of individual
variation in belief revision is also a major step towards
evolutionary models of belief change, since it allows to
randomize the initial settings of the agent parameters,

opening the way for the application of genetic algorithms
over populations.
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